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ABSTRACT 
SAS/GRAPH gives the SAS developer unparalleled flexibility for creating compelling custom data visualizations. At 
the same time, data visualization is becoming more important in creating Web dashboards. By combining 
SAS/GRAPH and the stored process HTTP level interface, the SAS developer can create visualization stored 
processes that are data neutral, reusable, and dashboard ready. This approach yields stored processes that can be 
applied immediately to any data and be used from almost any type of Web application. Most importantly, the 
visualization stored processes encapsulate complex SAS/GRAPH code and provide an interface so that developers 
can use them without any knowledge of SAS programming. 

INTRODUCTION  
In 1815, American general and future president Andrew Jackson fought and won the Battle of New Orleans. But the 
entire battle was fought after the War of 1812 had ended. Jackson and his British counterpart suffered from a lack of 
timely information because the news of the end of the war was still crossing the Atlantic. But in today’s world of 
cheap, nearly limitless disk space and instantaneous always-connected communication, decision makers and 
experts rarely suffer from a lack of information. Instead, the enterprise is awash in information—much more 
information than can be absorbed and processed by the decision makers and experts in your organization. Moving 
forward 186 years from the end of the War of 1812, the Enron case presents the opposite information problem. 
Enron carried on the perception of an innovative, profitable company with spectacular revenue growth for years 
before reporters uncovered the truth—Enron was actually losing money at a staggering rate and its stock valuation 
was suspiciously high. A few months after reporters initially reported that the Enron stock was overvalued, the 
company was bankrupt, partially because the company’s charade was dependent on an ever-rising stock price. But 
the reporters weren’t lacking for information to reach their initial conclusion—they reached it by analyzing the publicly 
available filings published by Enron in accordance with securities laws. Enron wasn’t a case of an outright lack of 
information, but analyzing the right information in a sea of data. 
 
Web dashboards, a relatively new type of reporting, are meant to address the problem of information distillation. 
They provide executives and others with at-a-glance overviews of key metrics within the contexts of their expected 
behaviors. With SAS, you can both distill down to the key metrics as well as visualize the data. Dashboarding is 
most effective in your organization if the development of dashboards is both cost-effective and customized for your 
organization’s need. This paper outlines an approach to SAS/GRAPH stored process development that results in 
reusable visualization modules. The visualization modules are also data neutral, interchangeable with other 
visualization modules that adhere to the same contract, and embeddable into almost any Web application. 
 
This paper initially looks at the different dimensions of dashboarding and illustrates how SAS/GRAPH provides 
dashboards that are customized, data rich, and that have a high impact. Next, the basic architecture of dashboarding 
stored processes is reviewed. Moving from there, the paper focuses on developing stored processes in accordance 
with two principles: separation of presentation logic and data logic, and the use of a contract approach to achieve 
flexibility and reusability. The penultimate discussion demonstrates how to make the stored process visualization 
modules embeddable in any application. 
 
This paper focuses on stored processes as a real-time mechanism of delivery for visualizations. In many cases, real-
time isn’t necessary and might be a performance detriment to the overall system. Fortunately, the practices 
suggested in this paper can apply to standard SAS programs that simply publish images on a routine basis. While 
this paper doesn’t discuss the batch approach in detail, this paper concludes with some pointers about how to apply 
these approaches to non-stored process SAS programs. 

DASHBOARD DESIGN AND SAS/GRAPH 
“Dashboard” is one of a long line of metaphors in computing—others include desktop, file, folder, and even socket. 
The dashboard metaphor has been successful because it relates to something most of us see every day in our cars. 
In the car, the dashboard provides information about key metrics in context. You know what the fuel level is and how 
close it is to being critically low. The dashboard metaphor is so compelling that many early dashboards took it too far 
and tried to make enterprise dashboards look exactly like a car dashboard, including the windshield, rear view mirror, 
and steering wheel. 
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But in making enterprise dashboards look just like a car’s dashboard, a lot of screen real estate is wasted. Like a lot 
of computing metaphors, the metaphor can only be taken so far before it must take on a life of its own. While there is 
only a small amount of data that is really interesting to a car’s driver, the amount of information that should be 
surfaced to the enterprise dashboard user is potentially infinite. While a check engine light is acceptable in the car’s 
dashboard, an executive can’t take the enterprise to the dealer when the check engine light comes on. An enterprise 
dashboard needs to be able to provide as much detail as possible while still bringing critical issues to the forefront.  
 
Perhaps the most important contrast is that the audience for a car’s dashboard and the audience for an enterprise 
dashboard are vastly different. Almost anyone can drive a car. Few people can run large enterprises or manage 
complex processes. Cars are mostly the same, so the dashboard for a high end sports car is mostly identical to the 
dashboard on an SUV. Enterprises, though, are very different from one another and demand custom dashboards.  
 
When designing dashboards for the enterprise, you want to provide the right information in such a manner that 
critical issues are readily apparent. Dashboarding has already evolved past realistic dashboards that honor the car’s 
dashboard as much as possible, but to the chagrin of some dashboarding experts, realistic looking gauges and dials 
have maintained a strong foothold. At best, the problem with gauges and dials is that they take up a lot of screen 
real estate but communicate little information. (At worst, gauges take up a lot of space and are ineffective at 
communicating insight.) In a world deluged with information, dashboards have enough of a challenge without 
wasting space, and as dashboarding evolves, the efficient use of space should become more and more important.  
 
Dashboarding experts such as Stephen Few have created techniques that both highlight critical issues as well as 
provide supporting detail while using space efficiently and using proven data visualization practices. SAS has 
already demonstrated how to follow many of the better known practices using SAS/GRAPH. Sample code can be 
found on the SAS technical support Web site at support.sas.com/rnd/datavisualization/dashboards/index.html. 
 
While it is beyond the scope of this paper to discuss the development of advanced dashboarding visualizations in 
detail, Figure 1 shows how different types of dashboard components fit into an overall design. The Y axis in the 
diagram is the impact of a type of data display—the ease with which the user recognizes critical issues. The 
measure “insight per second” is used to describe how quickly a dashboard user grasps what the dashboard 
component is trying to communicate. The X axis is the resolution, comparable to the resolution on your monitor. In 
this case, you can think of resolution as data per pixel or, better yet, insight per pixel.  
 

 
 
Figure 1.  High Impact and High Resolution Dashboard Components 
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First, the lower left quadrant isn’t relevant to dashboarding and arguably isn’t relevant to most reporting. It is grayed 
out and isn’t worth discussing here. The upper left quadrant is the habitat of the speedometers, sliders, and dials that 
are popular in dashboarding today. The typical gauges have high impact—it is very easy for the dashboard user to 
detect that there are critical issues. But they don’t make particularly good use of space. Gauges are good if you only 
want to communicate a couple of data points, but if you need to communicate a lot of information in a single screen, 
then they aren’t the best choice. In the lower right hand quadrant, a lot of data is communicated in a traditional 
tabular format. But it is hard to recognize if anything unexpected or out-of-order is occurring. 
 
The upper right quadrant is the sweet spot for both dashboarding and for dashboards powered by SAS/GRAPH. In 
this quadrant, the dashboard components have both high impact and high resolution. For instance, it is easy to see 
that market share is in trouble. In less space than a typical gauge, you can see the data over four quarters and you 
can see the different targets for each of those quarters. While the gauges in the upper left quadrant only show three 
points of data in context, just the bar graphs in the upper right quadrant show 12. But more importantly, the 
dashboard components in the top right quadrant provide much more insight because they show relationships 
between data. The graphs on the bottom and in the upper left of that quadrant are both drawn from Stephen Few’s 
book Information Dashboard Design (2006), and this is a great source for how to design dashboarding components 
that have high impact and high resolution. 
 
Any dashboard can be judged in terms of impact and resolution. Many, but not all, dashboard gauges also display 
some kind of context of expected behavior. For instance, the tachometer, slider, and dial above signify below target, 
on target, and above target. The bar charts in the upper right quadrant also communicate both the data and the 
context. A simple pie chart of market share, on the other hand, communicates only data. In general, dashboard 
components are more effective if they put the data in context, but plenty of dashboard graphs don’t provide context. 
The techniques discussed in this paper are targeted at visualization components that present data and context, but 
they can also be applied to visualization components that only present data. 

REUSABILITY AND INTERCHANGEABILITY WITH A CONTRACT-BASED APPROACH 
As documented extensively in the SAS/GRAPH Dashboard Samples that are available on the SAS Customer 
Support Center Web site (SAS Institute Inc. 2007), SAS/GRAPH stored processes can implement compelling 
dashboard components. With some creativity, you can use SAS/GRAPH stored processes to implement 
visualizations customized to your enterprise and your enterprise’s business processes. In an information-based 
economy, dashboards that effectively distill information and highlight critical issues can make your entire 
organization more efficient. Further, customized dashboard components that are specialized to your enterprise’s 
domain can make your executives and experts more insightful. By improving the performance of the enterprise’s key 
personnel, the entire enterprise can gain a competitive advantage by utilizing different dashboards based on 
SAS/GRAPH. 
 
But if each custom dashboard component has to be hand crafted, then it could be too costly for custom dashboards 
to be effective across the enterprise. What is needed is a way to make your work for one particular dashboarding 
problem reusable in other situations. Using the techniques discussed here, it is not only possible to share a 
particular custom dashboard component across your enterprise, it is possible to share the component across the 
world. 
 
First, Figure 2 provides a quick review of the basic architecture of stored processes on the Web. This diagram is 
specific to streaming stored processes that are expected to execute quickly and to be wholly contained in the 
browser’s request for a Web page. First, the browser invokes the stored process (Step 1). The stored process 
accesses source data and creates the appropriate output (Step 2). Then the output is sent back to the browser for 
display (Step 3). 
 

 
 
Figure 2.  Basic SAS Stored Process Flow 
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The diagram in Figure 2 presents the architecture at a high level, so that subsequent diagrams can be more focused 
on the discussion at hand. The next paragraph fills in the details behind the simple diagram, but an understanding of 
the underlying details isn’t necessary to either use stored processes or to make use of the rest of the paper.  
 
The key architectural components that are smoothed over here are as follows: the application server, the Stored 
Process Web Application, the Metadata Server, the Stored Process Server, and the access mechanism for the data 
itself, which could include the Metadata Server. In Step 1, the browser first contacts the application server, such as 
WebLogic. In all likelihood, the request is then forwarded to the Stored Process Web Application, though it is 
certainly possible to have a custom application that executes the stored process. To execute the stored process, the 
Metadata Server is asked for the stored process metadata, and then the Stored Process Server is asked to execute 
the stored process. (Theoretically, the Workspace Server could be asked to execute the stored process, but for 
performance reasons it is expected that the Stored Process Server would execute the stored process in this flow.) In 
Step 2, the Metadata Server could be involved in locating the data, although the libref could point directly to the file 
system. In Step 3, the response unwinds through the path followed in Step 1. 
 
In the next diagram, Figure 3, the stored process (Step 1) is broken down to illustrate a separation between data 
access logic (Step 2) and presentation logic (Step 3). The separation of data and presentation is a common theme in 
modern Web development and is a key principle in the application of technologies such as JavaServer Pages (JSP) 
and .NET. In some ways, the separation of data and presentation is easier in SAS, but as you’ll see, this separation 
is key to achieving reusability and flexibility. 
 

 
 
Figure 3.  Separation of Presentation and Data 
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Figure 4 illustrates the reusability of a single stored process where data access is both separate from the rest of the 
logic and the source data is selectable at execution time. As illustrated, a single stored process is reused seven 
times based on seven different data sets. Each use of the stored process returns different output because it is based 
on different data. Of course, you can reuse a stored process like this many more times than seven—seven is just an 
arbitrary number chosen for illustration purposes. When you create a stored process, you are really creating a 
reusable visualization module, as opposed to a single purpose stored process. The term visualization module is 
used throughout the rest of this paper to describe a stored process that is constructed in this manner to meet the 
goals of reusability. 
 
 

 
 
Figure 4.  Reusability via Separation of Presentation and Data 
 
 
The reusability illustrated in Figure 4 doesn’t come automatically—you need to write your stored processes with 
reusability in mind. As already mentioned, a separation between presentation and data is critical. Secondly, there 
must be a contract between the stored process and the data that is used. It’s impossible to write a stored process 
that knows how to work with any possible data set in order to produce meaningful visualizations. Instead, the data 
sets should adhere to a contract specified by the stored process. Because data won’t naturally adhere to the 
contract, an extract, transform, and load (ETL) job creates those data sets. It is the ETL job’s responsibility to create 
data sets that adhere to the contract specified by the stored process. Figure 5 shows the different components and 
how they relate to the contract. 
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Figure 5.  Contract Approach 
 
 
In this illustration, the ETL job creates source data and context data. The source data is the data that the 
visualization module should render. For instance, if the visualization module displays that the market share in Q1 is 
8%, then that value should be found in the source data. The context data includes information such as the ranges for 
below target, on target, and above target. In the example of the Q1 market share, the range data tells you if 8% is 
below target, on target, or above target. In this example, the context data could relate that 0% to 5% market share is 
below target, 5% to 15% market share is on target, and 15% and higher is above target. As mentioned earlier, 
context information isn’t always required to be present, though dashboard components that provide a context for the 
key data are more useful and insightful than those that don’t.  
 
A contract-based approach means that a single stored process can be reused for different data. With a family of 
stored processes, the possibilities are even more exciting. Figure 6 shows how a single contract can apply to several 
different stored processes. By having a single contract across a family of stored process visualization modules, you 
provide your users interchangeability. A single set of data can be visualized with several different stored processes. 
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Figure 6.  Contracts and Libraries of Stored Processes 
 

DEFINING THE CONTRACT FOR STORED PROCESS VISUALIZATION MODULES 
This section develops a sample contract for a family of visualization modules. The contract developed here will be 
suitable for a stored process that creates the graph shown in Figure 7. 

 
 
Figure 7.  Targeted Bar Graph 
 
 
There are two parties to the visualization module contract—the stored processes and the data. The stored processes 
just have to understand and correctly process the data sets in accordance with the contract. The purpose of the 
contract is to make it easier for stored processes to be flexible, so that they are less constraining. The data sets are 
more constrained. The table and column names and layout need to be understandable by any data visualization 
stored process. The data violates the contract when it is lacking tables and columns required by the contract or the 
tables and columns don’t correctly follow the semantics described by the contract. The stored process violates the 
contract when it doesn’t function properly when provided with data that correctly follows the contract. 
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Any stored process that accesses external data has some kind of contract with the data, even if it is completely 
implicit. The advantage in defining an explicit contract is that you can create a family of stored processes that are 
interchangeable and reusable across different data. This discussion focuses on a contract that is helpful for 
dashboarding, but you could certainly apply these same principles to almost any type of stored process problem. 
 
For dashboarding, there are two main parts of the data: the data values and the context. The data values are the 
more common case—they are the data that needs to be displayed. For simple cases, such as gauges, only one data 
point may be required. But for more interesting visualizations, such as the bar graph at the beginning of this section, 
several data points are required. Also, advanced data visualizations might require that a single data point be defined 
across multiple dimensions or that multiple data series be defined. Except possibly in the case when there is only a 
single point of data, the data needs to be accompanied with a name and possibly a label.  
 
The concept of data context isn’t as typical in traditional reporting, but it is very important to dashboarding where you 
want to highlight potential issues. The context defines the different buckets into which the data might fall. It should 
provide the stored process with information about how to represent the context of the data for the different context. 
Color is usually an important signifier of state, so it should typically be included in the context table. The range of a 
particular state, represented as lower and upper bounds, is significant enough in dashboarding that it should be 
represented in the contract. In addition to value and context information, the visualization module will typically need 
higher level information, such as the name, width, and height of the overall graph. 
 
Figure 8 shows a data schema that serves as the contract that will create the targeted bar graph at the beginning of 
the section. The My_Graph_Info table contains the high level information for the graph and provides pointers to the 
data series and context tables. The My_Graph_Data table contains the data values to render, while the 
My_Graph_Context table contains the context information. The remaining tables, My_Graph_Meta and 
My_Graph_Dim_Info, provide supporting information to aid in drawing the graph. My_Graph_Series_Info provides 
information about the different data series, while My_Graph_Dim_Info provides information for the different 
dimensions. 
 
 

 
 
Figure 8.  Schema for Contract 
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For something as simple as a single point gauge, the schema shown above is overly complicated. But high-impact, 
high-resolution visualizations require a complex underlying data model. The table below shows the My_Graph_Data 
table for the Wocket Profit graph of Figure 7. First, notice that this bar graph only uses one dimension. But the bar 
graph has two series of data—the profit margin and the target. The profit margin is series 1 and the profit margin 
target is series 2. The series 1 data, profit margin, has a context, but the targets don’t. Certainly, a second data 
series could have its own context, and the targeted bar graph stored process should support separate contexts. In 
this case, though, it isn’t necessary because targets don’t need to be classified. 
 
My_Graph_Data 

Series_Id Value_Id Name Value_Dim1 Context_Id Context_Class Label 

1  AU  0.30 1 aboveTarget  30%  

1  CA  0.23 1 onTarget  23%  

1  DK  0.13 1 aboveTarget  13%  

1  FR  0.22 1 belowTarget  22%  

1  GR  0.32 1 aboveTarget  32%  

1  IT  0.17 1 aboveTarget  17%  

1  NL  0.23 1 aboveTarget  23%  

1  ES  0.20 1 onTarget  20%  

1  UK  0.09 1 aboveTarget  9%  

1  US  0.12 1 aboveTarget  12%  

2  AU  0.22   22%  

2  CA  0.20   20%  

2  DK  0.18   18%  

2  FR  0.21   21%  

2  GR  0.25   25%  

2  IT  0.18   18%  

2  NL  0.24   24%  

2  ES  0.25   25%  

2  UK  0.20   20%  

2  US  0.15   15%  

 
 
For this graph, the context table, My_Graph_Context shown below, mainly serves to provide color information. The 
image field is blank because this graph doesn’t annotate the range information with images. The lack of upper bound 
and lower bound data is less intuitive. Looking back at the Wocket Profit Margin graph of Figure 7, it certainly looks 
like lower and upper bounds are needed. But actually, the graph is showing the difference between the target and 
the value. Certainly, the stored process could implement this business rule, but the more complex you make the 
stored process visualization module the greater the risk that it won’t be very reusable. 
 
My_Graph_Context 

Context_Id Context_Class_Id Name Color Lower_Bound_Dim1 Upper_Bound_Dim1 Image 

1 belowTarget  Below Profit 
Margin Target  D06959     

1 onTarget  At Profit 
Margin Target  F1DC63    

1 aboveTarget  Above Profit 
Margin Target  84AF5B    
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The next example graph makes greater use of the schema. This graph, in Figure 9, is a risk map that plots a risk by 
both severity and frequency on a heat map. When analyzing risk, high cost risks that occur infrequently can 
represent the same potential cost to the enterprise as low cost risks that occur frequently. This graph shows each 
risk in those two dimensions—severity and frequency. The graph also shows two trends for each risk – a trend for 
frequency and a trend for severity. If the horizontal line of the cross has an arrow on the left or right, then frequency 
is increasing or decreasing over time. If there is no arrow, then frequency is the same. The vertical line has the same 
meaning. 
 

 
 
Figure 9. Risk Map with Two Trends 
 
 
The data values table, My_Riskmap_Data, is shown below. Only columns in use are shown. In this case, the first 
data series uses two dimensions so that the risk can be charted on both the X and Y axes. The other data series are 
for the frequency and severity trend, respectively. The first data series doesn’t carry a context classification per data 
point, but in the context table the lower and upper bounds are specified in two dimensions. The user determines the 
context by the background color. The other two data series do carry a context classification per data point. 
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My_Riskmap_Data 

Series_Id Name Value_Dim1 Value_Dim2 Context_Id Context_Class 

1 Risk 
#1  8.00 10.00 1  

1 Risk 
#2  28.00 5.00 1  

1 Risk 
#3  31.00 15.00 1   

1 Risk 
#4  1.00 20.00 1  

1 Risk 
#5  50.00 25.00 1  

2 Risk 
#1  -0.30  2 aboveTarget  

2 Risk 
#2  0.00  2 onTarget  

2 Risk 
#3  0.40  2 belowTarget  

2 Risk 
#4  0.30  2 belowTarget  

2 Risk 
#5  0.50  2 belowTarget  

3 Risk 
#1  -0.25  3 aboveTarget  

3 Risk 
#2  0.00  3 belowTarget  

3 Risk 
#3  0.30  3 belowTarget  

3 Risk 
#4  0.00  3 onTarget  

3 Risk 
#5  0.00  3 onTarget  

 
The data schema itself is one aspect of the contract. The other key aspect is how the stored processes are expected 
to respond to it. For instance, stored processes could implement a lot of business rules, but the more complicated it 
is, the more complicated reuse and interchangeability can be. Instead, you can keep the stored process visualization 
module simple by deferring as much complex logic to the data producer—in this case, the ETL job. Following the 
KISS principle—Keep It Simple, Stupid—the bounds should only be processed by the stored process if they are 
absolutely necessary for display purposes. For this visualization, they aren’t, so they are left blank for the purposes 
of this example. On the other hand, the ETL job should always provide the bounds values if possible because 
another stored process visualization module might require them. 

EMBEDABLE STORED PROCESS VISUALIZATION MODULES 
In the previous section, the stored process finds the data in SAS tables. Presumably, the data is fed by an ETL job of 
some sort. This also assumes that the stored process can locate the data and that the data is refreshed often 
enough to be interesting for a particular application. In some cases, though, it might be impractical or cumbersome 
to depend on the data to physically exist on disk. For instance, in an application that performs ad hoc queries, you 
might wish for the dashboard graphs to be created in a more on-demand manner.  
 
Figure 10 illustrates an approach of stored process development that makes a stored process completely data neutral. 
Instead of looking for the data in external data sets, the data can be provided entirely on the request. In this illustration, 
the data access logic does much more than simply locate the data. Instead, the data sets that the presentation logic 
uses to produce the output are created at request time. In Step 1, the data is provided as parameters to the stored 
process. In Step 2, the parameters are used to create working data sets. Step 3 leverages the transient working data 
sets, rather than reading permanent data. Step 4 returns the output to the browser as before. 
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Figure 10.  Embeddable Visualization Module 
 
In this style, the request made to the stored process provides all of the data that the stored process uses to produce 
the graph. Here is an example URL that invokes a stored process called SimpleGauge via the Stored Process Web 
Application, where all of the data that the stored process needs is passed in on the URL. 
 

http://localhost:8080/SASStoredProcess/do?_program=SBIP://Foundation/Samples/Stored%
20Processes/SimpleGauge(StoredProcess)&_width=200&_height=200&_ds1_value=0.05&_ds1_r
angecode=BelowTarget&_ds1_scale_format=PERCENT&_rs1_id=BelowTarget&_rs1_data_color=%
23D06959&_rs1_lower_bound=0&_rs1_upper_bound=.2&_rs1_lower_bound_operator=LT&_rs1_up
per_bound_operator=LE&_rs1_id=OnTarget&_rs1_data_color=%23F1DC63&_rs1_lower_bound=.2
&_rs1_upper_bound=.6&_rs1_lower_bound_operator=LT&_rs1_upper_bound_operator=LE&_rs1_
id=AboveTarget&_rs1_data_color=%2384AF5B&_rs1_lower_bound=.6&_rs1_upper_bound=1&_rs1
_lower_bound_operator=LT&_rs1_upper_bound_operator=LE& 

 
When passing data in on the URL, it can grow quite long. The limit on URLs is effectively around 2,000 characters 
because Internet Explorer truncates URLs longer than that. If your graph requires more data than can be encoded in 
2,000 characters, then this approach becomes problematic. For a lot of dashboarding applications, 2,000 characters 
is plenty, but this limit is quickly exceeded if you try to put too much data in the graph or include lookup data that 
doesn’t change from one request to another. If you need to use this technique and the 2,000 character limit is a 
problem, then you can try to shorten the URL by choosing shorter parameter names, compressing the data in the 
URL in some manner, or having a Web application that shortens the URL and handles redirection. 

ALTERNATIVE TO STORED PROCESSES 
The discussion so far has focused on the use of stored processes as the basis for visualization modules. But what if 
the output of your dashboarding components doesn’t change very frequently? You might not wish to incur the 
performance penalty of running a stored process every time to produce essentially static content. 
 
Fortunately, most of the principles in this paper can be applied to batch SAS jobs that produce output that remains 
static until the next batch update. Instead of a stored process running against the ETL generated data on every 
single request, a SAS batch job can run after the ETL has generated the source data and context data. The SAS 
code generates the HTML and image output and publishes them to WebDAV. From there, the output can be 
rendered via established mechanisms, including the WebDAV Portal portlets. 
 
More information about the publish-to-WebDAV approach can be found both in the SAS/GRAPH Dashboard 
Samples (SAS Institute Inc. 2007) as well as an earlier SAS Users Group International presentation by Don 
Chapman, entitled “Creating Dashboards with the SAS Information Delivery Portal” (2005).  
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CONCLUSION  
As dashboarding evolves, SAS/GRAPH is a powerful tool that enables you to create custom visualization modules 
that make your executives and experts more insightful and your enterprise more efficient and competitive. But in 
creating these stored processes, it’s worthwhile to consider ways to make development more cost effective. This 
paper outlines an approach that creates stored process visualization modules that are reusable and interchangeable 
with other stored processes that adhere to the same contract. By reading the data off of the request, the stored 
process visualization module can also be embedded in other applications. By approaching the development of 
dashboarding components in a more cost-effective manner, you can make customized dashboarding more pervasive 
and more powerful in your enterprise. 
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