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ABSTRACT 
Volvo North America extracted warranty code predictive classification information from the text fields of over 
1,000,000 records that represented warranty repair data over a 5-year period. This work demonstrated that 
thousands of warranty codes could be reliably assigned by computer agents with an accuracy rate that ranged from 
60% to 90% (compared to human accuracy rates in the 50% range). 
 
Because the computer agents can be triggered from such applications as Microsoft Word and Excel (using SAS® 
Add-In for Microsoft Office), reliable, text-based, decision-making information can be available on-demand and can 
be used by operators and business analysts who have no special information technology or engineering training. 

INTRODUCTION 
This work plan extends work reported at the Thirty-First Annual SAS Users Group International (SUGI 31) 
Conference (de Ville 2006) that uses SAS® Enterprise Miner™ and SAS® Text Miner to build scoring facilities that 
assign warranty codes to heavy vehicle repair activities at Volvo Truck North America. In this work and in the earlier 
work, machine-readable warranty repair records were used to predict warranty code classifications based on text 
and quantitative data.  
 
In the work that was reported at SUGI 31, we took a subset of 12 of the most common warranty codes and produced 
predictive models that achieved a validated accuracy rate of up to 87%. This follow-on work is designed to extend 
this approach to up to 1900+ warranty outcome codes that are captured by the warranty repair record file. This 
scaling from 12 codes to over 1900 codes is an increasingly common task in text mining practice. Scaling to the 
classification of this many unique class outcomes is a challenging task and is the subject of active research and 
development in text mining facilities internationally (Tie-Yan Liu, et. al 2005).  
 
Illustrations of the prototype scoring engine that was developed are provided in the text below. The scoring engine is 
automated and embedded in a Microsoft Excel interface. It uses table mappings from the SAS Warranty Analysis 
solution so that the predicted warranty classes can be integrated in the global data flow of the warranty solution.  

BACKGROUND 
The warranty claim process at Volvo North America assigns a Renault Vehicle Industrial (RVI)1 warranty type/cause 
code to warranty claims. This is an 8-digit code. A new method uses the Volvo Function Group code, which is a 4-
digit international code. The code assignment process, carried out by human operators, has been in production for 
15 years. Independent audits of the claim assignment in this process demonstrate that an inaccurate code is 
assigned in about 50% of the cases.  
 
This 50% error rate results in significant costs and lost opportunities. For example, excess costs are incurred by the 
manufacturer when miscoded warranty actions are reimbursed at a higher rate than would be required given a 
correct warranty classification. Flawed data also reduces the effectiveness of quality control follow-ups that use 
warranty codes as markers for defect detection and vehicle improvement requirements.  

IMPLEMENTATION PROCESS 
A major challenge is to scale up the classification process to handle not just 12 codes (as reported in the earlier 
SUGI paper) but potentially thousands of codes. The implementation process that was adapted to this task can be 
described in five steps as illustrated in Figure 1. 
 

                                                           
1 Renault Vehicle Industrial is the previous parent company of the Mack Truck division of Volvo North America. 
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Figure 1. Process Flow -  Create Input Data Set;  Create Text Mining Terms;  Perform Pre-Classification; 

 Learn Classification Rules;  Produce Scoring Engine 
 
 
We began with over 1,000,000 warranty code records that contained warranty codes in both 4-digit (Volvofgc) and  
8-digit (Rvieng) form. Each record contained a text description of the warranty process that was carried out. This text 
string contains information that is useful in categorizing warranty actions. 
 
Each record included the following fields of information, which are also useful in categorizing warranty actions:  
 

ClaimTyp 
Delivery_latency 
FailPart 
LaborCD1 
Miles 
Plant 
ServMos 
TotCredit 
Spacetime 

 
The field “Spacetime” was created as a combination of miles and vehicle age.  

CREATE INPUT DATA SET 
The first step of the process is to ensure that all categorical fields – such as ClaimTyp, FailPart, LaborCD1, and 
Plant – are included in all predictive processes. Text mining, taken in combination with other categorical fields and 
continuous fields such as Miles and TotCredit, works exceptionally well, as demonstrated in the earlier SUGI 31 
report. 

CREATE TEXT MINING TERMS 
The second step is the central text mining step. This step essentially decomposes paragraphs of text into various 
term-document combinations that are summarized using a form of factor analysis called singular value 
decomposition. When this process is completed, the free-form text has been converted into singular value 
decomposition scores. These scores capture the meaning and predictive information of the text. 
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PERFORM PRE-CLASSIFICATION 
The third step involves the development of a warranty record pre-classification scheme. Large-scale classification 
problems can be divided into smaller groups of classification problems. A common data mining strategy when 
predicting multiple categories is to construct a series of dummy variable outcomes where a code is marked 1 if 
present and zero otherwise. In this strategy, sometimes called 1-of-N, an outcome with 600 unique code values is 
exploded into 600 separate outcomes, each with a binary 1-0 value to indicate the presence or absence of the 
original code. Because of the large number of models (including data transformations) that this approach requires, it 
tends to become difficult to manage. 
 
We avoided this 1-of-N approach through the use of two techniques. First, we pre-classified categories into higher-
level groups and then worked in a top-down fashion within each group. Second, we expanded the number of 
categories that are classified in any one pass to 64. This enabled us to process thousands of categories as a 
problem of working through groups of 64.  
 
In the pre-classification step, Volvofgc warranty records were pre-classified into 5 groups or clusters, and Rvieng 
warranty records were pre-classified into 12 groups or clusters.  

LEARN CLASSIFICATION RULES 
In the learning phase, the warranty code is present on the records that contain the predictive information (text and 
quantitative fields) and that are used to construct the code classification rules. A validation sample is also used in 
learning reliable rules. The warranty codes are also present on the test records so that the predicted class can be 
compared to the actual class. This leads to the development of reliable, reproducible, and accurate classification / 
prediction rules (using the Rule Induction node of SAS Enterprise Miner).  
 
Rule Induction Pruning (RIP) was used to learn the characteristics of the pre-classified groups and to learn the 
characteristics of the text and data record that determine the warranty class code. Once the predictive rules are 
learned, they can then be used to develop a scoring process to construct predictive rules to classify incoming, 
unclassified records. 

PRODUCE SCORING ENGINE 
In the scoring phase, the predictive rules that were developed in the learning phase are used to classify or predict 
the warranty codes on new, unseen warranty records. In our case, these unseen records also contained known 
warranty codes, which allowed us to determine how well the learning phase of the development was performing. The 
last step is a deployment step that consists of developing facilities to: 
 

• Derive singular value decomposition (SVD) values from the text fields of incoming records 
• Apply predictive rules to pre-classify the record into groups or clusters 
• Process each of the pre-classified groups by applying predictive rules that have been developed for that 

group. The result is a predicted warranty class. 
 
The final product consists of a scored record with either an assigned Volvofgc or Rvieng code or, if the incoming 
record is run through both processes, both codes. This latter step might be useful in code translation. 
 
Figure 2 shows the SAS Enterprise Miner flow diagram (with Cluster) that illustrates these first four steps (shown 
here as the learning phase working with Volvofgc outcomes). 
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Figure 2. Example SAS Enterprise Miner Flow Diagram (Learning Phase) 
 
 
The left-center frame that outlines the MACK_SAMPLE and ab (text mining) nodes illustrates the text mining part of 
the process. The frame in the upper-left corner illustrates the development of the SVD part of the process. 
 
The frame at the bottom of Figure 2 illustrates the use of the Metadata node to partition the data into the pre-
classified groups (or clusters). The remainder of the diagram shows the operation of the Rule Induction nodes to 
learn the necessary warranty classification rules for each of the five clusters or groups that have been identified. One 
Neural Network node was run to find a baseline accuracy rate to compare against the rule induction results. This 
comparison ensures that the rule induction does not yield inferior results to the neural network. (In this example, it 
doesn’t.) 
 
This diagram is stored in an XML archive, and it can be imported into a blank SAS Enterprise Miner workspace in 
order to re-create the project. 

FURTHER IMPLEMENTATION PROCESS DETAILS 

CREATE INPUT DATA SET 
A full data set was created from the import sets that were originally sent by the warranty team at Volvo. This data 
consisted of 1,029,263 records. The input fields indicated above were included in the analysis.  
 
The warranty code is first sorted by ascending sequence using the Volvofgc or the Rvieng code. For this first pass in 
the construction of the prototype, we took the top 80% most-frequently occurring codes for both the Volvofgc and 
Rvieng classification procedures. This allowed us to work with up to 1088 discrete codes (320 Volvofgc codes and 
768 Rvieng codes), which would provide ample evidence that the text and data mining process could scale from the 
12 codes used in the earlier work to a full set of 1900+ codes in the production system.  
 
We took a 50% sample from the data set as the training data set. Two sets of validation data sets – one each for 
Volvofgc and Rvieng – were set aside using the other 50% of the sample. This “holdout” data is used to validate and 
verify the accuracy of the models and score code that is produced in the learning phase of the development.  

CREATE TEXT MINING TERMS 
The text mining term creation process was left unchanged from the earlier work reported in SUGI 31. This work is 
based on a singular value decomposition solution that provided for 42 dimensions based on approximately 110,000 
terms.   
 

SAS Global Forum 2007 Data Mining and Predictive Modeling

 



5 

PERFORM PRE-CLASSIFICATION 
One of the most effective algorithms available for classifying rare codes is the SAS Enterprise Miner Rule Induction 
node. The Rule Induction node was modified to handle 64 codes at one time. The data was pre-classified into 5 
groups of Volvofgc codes. Each group contained up to 64 unique warranty codes. The same approach was later 
used with the Rvieng codes, which resulted in 13 groups.  

LEARN CLUSTER CLASSIFICATION RULES 
Once the clusters or groups were assigned, a separate node was run to learn the rules that could be used to predict 
the likely cluster or group that an incoming record belongs to. We used the Rule Induction node – with a decision 
tree setting – to produce the classification rules. On the incoming test data set – for Volvofgc and Rvieng – these 
predictive rules allocated incoming records into the 5 Volvofgc groups or 13 Rvieng groups, respectively. 
 
The pre-classification process worked extremely well. Table 1 provides an indication of how successful this approach 
is. Here we see results for the RVI groups ranging from 0 – 12. The first two columns show that the frequency of the 
“0” group was 11,265 (6.64% of the data). A re-substitution test is run that uses the rules developed on the learning 
data to score the same set of data. Here we see that the prediction rules produce results that virtually duplicate the 
original figures; for example, the predictive rules estimate that 11,258 records belong in the “0” class. This indicates 
that only 3 records have been misclassified. 
 
Re-substitution tests are not as accurate as tests that are conducted on completely new data. The results of these 
“new data” tests are shown in the final two columns of Table 1. Here we see, for example, that 5.32% of the records 
are classified as group “0” (compared to 6.64% in the original data). The largest deviations are for group 2 (20.04% 
versus 9.29%) and group 3 (16.44% versus 10.75%), but overall the fit between the learn and test data is very good. 
 

Original     Predicted Original   New Data   
rvi_clus Frequency Percent Frequency Percent Frequency Percent 

0 11265 6.64 11258 6.63 2451 5.32 
1 14194 8.36 14195 8.37 4843 10.5 
2 15763 9.29 15759 9.29 9238 20.04 
3 18245 10.75 18243 10.75 7580 16.44 
4 17093 10.07 17089 10.07 5261 11.41 
5 13460 7.93 13432 7.92 3343 7.25 
6 9786 5.77 9745 5.74 1331 2.89 
7 9717 5.73 9644 5.68 1458 3.16 
8 13067 7.7 13830 8.15 1959 4.25 
9 14213 8.38 14098 8.31 2190 4.75 

10 11519 6.79 11435 6.74 1935 4.2 
11 9744 5.74 9480 5.59 2433 5.28 
12 11625 6.85 11483 6.77 2080 4.51 

Table 1. Learn and Test Results for the RVI Groups 
 
As powerful as this approach of pre-classification is, it is not strictly necessary. Further development should include 
the ability to score unseen data using several scoring models, regardless of what group we believe the unseen 
record belongs to. In this approach, at the end of the scoring phase all scores would be summed – potentially 
weighted by the probability of the contributing scores – and a summed estimate of the warranty classification could 
be generated. This is similar to a boosting approach where multiple scores are taken and summarized in order to get 
superior predictive accuracy. Boosting was used in the earlier SUGI 31work, but it has not been directly implemented 
in this development2. 

PRODUCE SCORING ENGINE 
The scoring engine consists of code to allocate incoming records to the predicted group or cluster (as shown earlier) 
and, once allocated, shunts records to the appropriate group scoring engine to predict the warranty code. Both 
Volvofgc and Rvieng codes are predicted in this fashion. This “one-pass” approach is taken for expediency but is not 
strictly necessary. A better (although more complicated and time-consuming) solution would push all records through 
all possible cluster scoring engines and would produce a summarized warranty code prediction at the end.  
                                                           
2   It should be noted that Rule Induction Pruning (RIP) can be considered as a type of “boosting” approach. Since records are 

removed from the learning data with each pass of the RIP algorithm, the rare, hard-to-learn rules tend to predominate the latter 
stages of learning. This is like a boosting process where misclassified records are more heavily weighted with successive passes 
of the boosting algorithm. 
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The one-pass approach works very well, however. In the tests completed here, the Volvofgc engine performed at an 
almost 60% accuracy rate, and the Rvieng engine performed at a 74% accuracy rate. These are baseline accuracy 
rates that favorably match the baseline accuracy rates that were obtained in an earlier proof-of-concept exercise 
where only 12 of the more frequently occurring codes were predicted. In this earlier exercise, we eventually raised 
the predicted accuracy rate to close to 90% using boosting methods. It is reasonable to expect that the accuracy rate 
for all codes could be raised in a similar fashion using boosting methods. 

EXAMPLE CODE – SCORING PROCESS 
The mainline score code for the Volvofgc classification is as follows: 
 

*------------------------------------------------------------*; 
* Main line Scoring Code; 
* To score volvofgc test data set 
*------------------------------------------------------------*; 
 
filename program 'c:\My Data\volvo\programs\Score Code'; 
%let test_set = volvo.volvofgc_score_set; 
*------------------------------------------------------------*; 
* This step will create the test set. 
* It corresponds to the stored process volvofgc_create_test_set. 
*------------------------------------------------------------*; 
 
data volvo.volvofgc_svds ( 
keep = miles 
failpart 
totcredt 
plant 
claimtyp 
servmos 
volvofgc 
laborcd1 
ctext 
delivery_latency 
spacetime); 
set &test_set; 
run; 
*------------------------------------------------------------*; 
* This step will place svd scores on the test set. 
* It corresponds to the stored process volvofgc_test_set_svds. 
* The em_score_output macro is used to pass the data set in 
* and out. 
*------------------------------------------------------------*; 
%let em_score_output = volvo.volvofgc_svds; 
 
*------------------------------------------------------------*; 
* This step will place cluster scores on the test set. 
* It corresponds to the stored process volvofgc_test_set_svds. 
* The em_score_cluster macro is used to pass the data set in 
* and out. 
*------------------------------------------------------------*; 
 
%let em_score_cluster = volvo.volvofgc_with_cluster; 
 
%include program(set_cluster); 
 
%include program(allocate_sub_space); 
 
%include program(score_cluster0); 
%include program(score_cluster1); 
%include program(score_cluster2); 
%include program(score_cluster3); 
%include program(score_cluster4); 
%include program(compute_hitmiss); 
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The last included program in the code above computes a “hitmiss” figure. This figure describes how many of the 
scored records were correctly classified. Here we see that the scoring engine for Volvofgc performs at a 58% 
accuracy rate (Table 2). 
 

hitmiss Frequency Percent Cumulative 
Frequency 

Cumulative 
Percent 

0 19567 42.44 19567 42.44 

1 26535 57.56 46102 100.00 

Table 2. Accuracy Rate for the Volvofgc Score Engine 
 
The mainline scoring engine for the Rvieng code is as follows: 
 

%let test_set = volvo.volvofgc_score_set; 
 
%let em_score_output = volvo.volvofgc_svds; 
%let em_score_cluster = volvo.volvofgc_with_cluster; 
 
%include program(create_rvieng_score_set); 
%include program(score_svds_rvieng); 
%include program(set_cluster_rvi); 
%include program(allocate_sub_space_rvieng); 
%include program(score_rvi_cluster_0); 
%include program(score_rvi_cluster_1); 
%include program(score_rvi_cluster_2); 
%include program(score_rvi_cluster_3); 
%include program(score_rvi_cluster_4); 
%include program(score_rvi_cluster_5); 
%include program(score_rvi_cluster_6); 
%include program(score_rvi_cluster_7); 
%include program(score_rvi_cluster_8); 
%include program(score_rvi_cluster_9); 
%include program(score_rvi_cluster_10); 
%include program(score_rvi_cluster_11); 
%include program(score_rvi_cluster_12); 
%include program(compute_hitmiss_rvi); 
 
 

The baseline scoring engine for Rvieng performs at a 74% accuracy rate (Table 3). 
 

hitmiss Frequency Percent Cumulative 
Frequency 

Cumulative 
Percent 

0 12130 26.31 12130 26.31 

1 33972 73.69 46102 100.00 

Table 3. Accuracy Rate for the Rvieng Score Engine 
 

STORED PROCESS SCORING ENGINE 
The prototype scoring engine is implemented as a set of SAS stored processes. The stored process approach is 
used so that all scoring operations can be carried out from an Excel interface. This is used as a convenience since it 
would enable a production system to be run by any operator without requiring knowledge of SAS.  
 
This stored process creates the test data set that has been used to test the Volvofgc and Rvieng scoring engines. 
Another stored process is used to create a test record to be used in scoring. 
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Once the data set (or test record) is in place, it needs to have the SVD codes placed on the record(s). This is 
accomplished by a stored process that uses the text mining code to transform term occurrence into SVD scores.  
 
Once the SVD scores are on the record, the cluster codes can be assigned. This is accomplished by a stored 
process that assigns group to incoming records. 
 
Once the cluster code has been assigned, the incoming record is scored using a stored process that shunts the 
incoming record into the appropriate group scoring section. 

NEXT STEPS 
The Excel interface is the first aspect of creating an interface that can be deployed and used across the entire 
organization. The application is designed to be interoperable with the SAS Warranty Analysis solution. The predicted 
code can be written to the production table using an assigned data value that is currently allocated but not used. 
SAS Stored Procedures can be called from a variety of SAS processes as well as from Microsoft Office applications. 
So both user interface and table interoperability is possible with minimal modification. 
 
We are now in the process of modifying the scoring procedure so that all records are run through all group scoring 
code groups in order to assign the code with the highest probability as the final code classification. We expect to see 
that the pre-classification works best in most cases, but we will examine those instances where the pre-classification 
produces a lower score. 
 
Since the predictive rules are learned on data that has 50% inaccuracies, we want to conduct a hand audit on 
misclassified records to determine if the classification rule is wrong or whether the original learning record has been 
misclassified. 
 
In the next step we expect to introduce the final, and most infrequent, 20% of warranty codes that were excluded in 
the present analysis. 
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