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ABSTRACT 
This application finds the matches to a search parameter that you specify from the contents of all SAS data sets in 
multiple file directories. The application appears similar to an internet search engine, therefore it is practical for 
everyone to use. 

After you enter a search parameter and click the “GO” button, a summary of the search results is displayed in an 
HTML or RTF file.  The file displays the names of all directories, data sets, variables, and observations that contain a 
match to the search parameter.  Clicking on any data set name hyperlinks you to either the source data set that 
contains a match or to a newly created data set.  This new data set is a subset of the source data set, retaining only 
observations that contain a match to the search parameter.  Advanced features can explicitly include or exclude data 
sets and variables by name, search for formatted values, and save search parameters. 

A SAS database search engine makes “the power to know” available in less time and effort, to more people, thus 
increasing overall productivity within any organization. 
This paper reviews the capabilities of this application, some common uses for it, and the programming techniques 
implemented. 

INTRODUCTION 
If you look at the home page of most web sites, you will find a search engine feature. With this tool, a first time user 
can easily be guided through the entire contents of the web site to a very specific list of items, each pointing to the 
particular topic of interest that you specified.  Often this is the fastest and easiest way to find something on the web 
site.  The power of the search feature is that you can find points of interest without knowing the directory structure of 
the web site or file names contained in it.  Without such a tool, you might be able to the find the same areas within the 
website, but it would be more difficult and tedious.  For example, you could use a site map or table of contents, to drill-
down a series of web pages to a particular topic of interest.  This method suffers the disadvantages of requiring you to 
make multiple inputs, manually decide which path to drill down, and all the points of interest may not be located in 
same location. 
 
A collection of SAS data sets residing in the same directory containing related information can be broadly thought of 
as a database.  Similar to a web site, such a database holds information in numerous locations.  Each data set holds 
information in multiple variables (columns) and observations (rows).  If you are interested in a particular topic, for 
example “Texas” or the date “12/31/2000”, how do find all the cases in the SAS database that contain this topic?  
Existing query tools in SAS products are based on specifying a condition (e.g. “Texas”) after choosing an explicit data 
set and variable name.  However, what do you do if you are unfamiliar with the underlying data sets within the 
database?  Sometimes finding the relevant data set and variable of interest is a task in itself.  How many times have 
you encountered data sets with cryptic data set or variable names limited to eight characters in length and without any 
associated label?  If you casually browse through the contents of each data set and its variables and do stumble 
across the word “Texas”, what confidence to do have that you found all the cases that exists in the database? 
 
The solution is to use a different type of query tool, referred to as a search engine application.  This application 
provides an automated method to quickly and consistently find all the matches to a particular parameter, among all 
data sets, variables, and observations within a database. Once the list of matches is created, clicking on any item 
within the list links you to the source data set containing the search parameter. Unlike existing SAS query tools, a 
search engine will look across multiple data sets and variables at the same time.  You can optionally include matches 
to formatted values to the search results (e.g., 0=No, 1=Yes, 2=Unknown).  This can be accomplished without 
requiring you to know any format name. 
 
Other matches made to the search parameter can be based on the data structure rather than the data contents.  This 
can provide you insight on the areas within the database that hold or will hold data values of interest.  Data structure 
fields in SAS data sets that can be searched through are: 
 

1. Data set name 
2. Data set label 
3. Data set type 
4. Variable name 
5. Variable label 
6. Variable comment 
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7. Variable Format (format name and any formatted value) 
 
For example, a search parameter of “Birth” in a medical database might yield matches to the following: 
 

• Birthdt (a variable name) 
• Date of Birth (a variable label) 
• Birth Weight (a variable label) 
• Birth Height (a variable label) 
• Stillbirth (a formatted value from format Pregout.) 
• Multiple births (a formatted value from format Pregout.) 

 
This paper will review the capabilities of this search engine application, some common uses for it, and programming 
aspects implemented. 

OVERVIEW 
A schematic overview of the application is shown in Figure 1.  To use the application, you open an Excel file and input 
the directories to search and a search parameter (e.g. contains “Texas”). Clicking the “GO” button launches the SAS 
program which conducts the search.  A new temporary Excel file is created displaying the progress of the search (See 
Figure 2).  When the search is completed, the temporary Excel file is closed and an HTML or RTF file displaying a 
summary of the search results.  This summary lists the names of all directories, SAS data sets, variables, and 
observations that contain a match to the search parameter.  Clicking on any data set name hyperlinks you to either 
the source data set that contains a match the search parameter or to a newly created data set.  This new data set is a 
subset of the source data set, retaining only observations that contain a match to the search parameter.  Advanced 
features in the Excel input file allow you to refine your search.  You can include or exclude certain data sets and 
variables from the search explicitly by name. You can specify that searches include formatted values, and specify a 
reference variable (e.g. account number - ACCTNO) to appear on the search summary.  The list of the search results 
can be saved as a permanent SAS data set, and therefore available for further analysis.  Saving and/or renaming the 
Excel file will preserve the search parameter entered as well as all other input settings.  This facilitates launching the 
same search in the future. 

SYSTEM 
This application is running Microsoft® Windows® 2000, Win2000 servers, Microsoft V5.00 Terminal Server Client, 
and SAS version 8.2 in production. 

INPUT INTERFACE 
This search engine application was originally developed as a SAS macro with macro parameters controlling the 
search parameter and directories to search through. This earlier version lacked the simplicity of a search engine 
feature found on web sites where you only has two steps: type in the search parameter and click on “GO.”  With this 
type of user interface in mind, the application was ultimately designed to use point and click input from Excel.  The 
advantage of using Excel is that you can easily view and change all the data field values without altering the SAS 
program used. As each input parameter is clicked, a pop-up window displays tips on how to fill the current input field. 
In addition, some input parameters can be filled by clicking on a drop-down menu containing a discrete list of valid 
values (e.g. “Yes”, “No”). 
 
There are three user input screens: Main input, Advance Features, and Set-up.  Navigation between screens is 
accomplished by clicking on buttons. The Main input parameters are: 
 

1. The search parameter type (numeric or character) 
2. The search parameter phrase 
3. The full directory pathname(s) to search 
4. A nickname for each directory defined in (3), which will appear in the summary of the search results.  
 

All your inputs can be viewed and changed in the Excel file, and clicking the button “GO” initiates the search process. 
 

THE SEARCH PARAMETER 
You specify the search parameter in the Excel file by doing the following: 
 

• 1) Specify the search for numeric or character values via a drop-down menu 
 
• 2a) Specify “Contains all words”, “Contains any word”, “Does Not Contain” etc. via a drop-down menu and 

enter the word(s) to find 
Or 

• 2b) Specify “Use WHERE CLAUSE” via a drop-down menu and enter the WHERE clause text 
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The WHERE clause text in this application recognizes a keyword “_anyvar_.”  This is used as a wild card value for all 
character or numeric variables. This keyword is used in lieu of an explicit variable name (either character or numeric) 
within the WHERE clause text.  The following table shows the parallel between a valid WHERE clause in SAS and the 
WHERE clause use with _anyvar_ in this search engine.  
 
WHERE clause in the search engine.  
 

Filtering multiple data sets 
 with a search engine 

Filtering one data set 
in SAS with a 

WHERE clause Phrase Meaning 
 
1.  Lastname in (“SMITH”, “JONES”) 
 

 
1. _anyvar_ in (“SMITH”, “JONES”) 

 
1. Any character variable 
containing SMITH or 
JONES. 

 
2.  100 <= price <= 200 
 

 
2. 100 <=  _anyvar_<= 200 
 

2. Any numeric variable 
containing values between 
100 and 200. 

 
3. ‘01JAN80’d <= DOB <= 
‘15APR80’d 
 

 
3. ‘01JAN80’d <=  _anyvar_ <= 
‘15APR80’d 
 

3. Any numeric variable 
containing date values 
between 1/1/80 and 
4/15/80. 

 

THE ADVANCED SEARCH FEATURES 
Another button labeled “Advance Search” links you to another input page within the spreadsheet.  On this page, you 
can refine the results of a given search by inputting a list of data set or variable names to exclude or include from the 
search results. If any data sets are explicitly included, all other data sets are not searched.  A similar rule applies for 
variables that are explicitly included. 
 
You can also request that formatted values be included as matches (e.g. a search parameter of “AUG” would match 
SAS date values in the month of August from variables with an associated format of DATE7. or DATE9.).  If custom 
formats exist in the database, you can input the directory of the format catalog, Formats.sas7bcat.  You can also 
specify: whether the search parameter is case-sensitive, whether or not to create data sets containing only 
observations that match the search parameter, and whether the search results are summarized in a HTML or RTF 
file.  To place the search results in a more useful context, you can explicitly specify the name of a reference variable 
(e.g. ACCTNO or ORDERNO).  This value of this reference variable will appear in the search summary along side 
each search result.  If the specific reference variable chosen is not found in a data set containing a match to the 
search parameter, the observation number (i.e. row number) containing the match is instead displayed (e.g. “record 
no.= 1105”). 

CONFIGURATION 
Only three parameters need to be configured before using this application in any Windows-based computer system.  
The button labeled “Set-up” in the main input screen links you to the configuration page of the spreadsheet.  On this 
page, you can specify these three parameters: 
 

Configuration Parameter Example 
1. Full pathname location of executable SAS C:\Program Files\SAS Institute\SAS\V8\Sas.exe 
2. Full pathname location of the search 
engine SAS program (SASSearchEngine.sas) 

C:\program files\SAS 
applications\SASsearchengine.sas 

3. Full pathname location to place the 
summary of the search results 

C:\SAS_SearchResults\ProjectA 

 

SUMMARY OF SEARCH RESULTS 
A summary of the search results is automatically displayed when the search is completed. The file format of the 
summary is HTML or RTF and can be chosen in the Advance Search Feature input screen.  The content of the 
summary file is the same regardless of the file format.  The RTF format is better suited for printing on standard 8.5” x 
11” paper because when a large table spans two or more pages, the column headers appear on the top of each page. 
The summary displays the following: 
 

• The search parameter 
• The date of the search 
• Each directory included in the search 
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• The nick name assigned to each directory searched 
• Matches in data structure (character search only) 
 

o All Data set names and labels that match the search parameter. 
o All variable names and labels that match the search parameter 
o All format names and format labels assigned to one or more variables that match the search 

parameter 
 

 
• Matches in data content 

o All data sets names and labels from data sets that contain one or more matches to the search 
parameter 

o All variables names and labels from data sets that contain one or more matches to the search 
parameter 

o From all data sets, all observation numbers (or value of a reference variable) that contain one or 
more matches to the search parameter 

o All values, including formatted values, contained in all variables from all data sets that match the 
search parameter 

 
 
The directory nick names, data set names and labels, variable names and labels, observation numbers, reference 
values, and matching values appear together in different tables in the summary file.  Each table emphasizes a 
different type of identifier.  The table of contents on the first page of the summary allows you to hyperlink to all the 
tables in the file.  For example, Figure 3 shows a summary table emphasizing the different character values in the 
database that contain the word “abnormal”.  Table rows are sorted in descending order by the total number of 
matches found to the search parameter throughout the database.  That is, the item with the most matches appears at 
the top row of each table.  Other identifiers appear in the table in separate columns, for example displaying the 
variable name, and data set name in Figure 3.  The summary includes other tables emphasizing which data set has 
the most matches, and which reference value has the most matches etc.  Because of limited page width, each table 
displays several identifiers, but not all of them. 
 

LINKING TO THE SOURCE 
Everywhere the data set name appears in the summary file, the text appears in blue, and clicking on it will hyperlink 
you to either (A) the actual data set that contained the match to the search parameter or (B) a newly created data set 
that is a subset of the original data set containing only observations with one or more matches to the search 
parameter.  Hyperlinking to a data set will open the data set for viewing using the default application set for files with 
the file extension SAS7BDAT.  This application is commonly the SAS Viewer or SAS system display manager.  The 
hyperlink does not point to the specific observation containing the match, but only to the top of the data set.  The 
specific variable(s) and observation(s) matching the search parameter appear in the summary file, which can assist 
you to manually identify the matches within the data set being viewed. 
 

SUBSET OF THE SOURCE DATA 
When the hyperlink is made to the newly created subset data set containing only observations with matches, the 
number of observations can be very small. This makes it easier to find any particular observation of interest.  This 
data set contains the original data structure of the source data set, with the same data set name, variables, and 
attributes.  The data set label is modified from the original with the addition of the prefix “Subset of “.  These data sets 
can be renamed or copied to other directories and used for further processing and analysis.  For example, they can 
be merged with any number of source data sets to explore different aspects of the database. 

SAVING SEARCH PARAMETERS AND RESULTS 
The search parameter and all other user inputs specified in the Excel spreadsheet, can be saved by simply saving the 
Excel file.  Using “Save As” or copying and then renaming the file allow multiple Excel files to exist, each specifying a 
different search parameter.  As the content of a database changes over time, these Excel files can be re-launched 
and a search can be rerun on the current database yielding a new summary file. 
 
The location of the search summary file is specified in the configuration menu.  Summary files can be saved by 
renaming the files.  The hyperlinks remain valid in the renamed file as long as the referenced data set has not been 
moved. 

HOW THE APPLICATION WORKS 
The application consists of two files, an Excel Workbook and a SAS program (See Figure 1).  The Excel file allows 
you to specify input parameters, initiate a search, and provides information about any search in progress. The SAS 
program uses the input parameters from the Excel file to conduct the search.  It produces a summary of the search 
results in a newly created HTML or RTF file. These files contain hyperlinks to the source of the matches. 
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When the “Start Search” button is clicked, an Excel macro is initiated which copies all the input parameters from the 
three Excel screens to a newly created workbook name “Book1.”  Within the Excel macro, a SHELL function then 
executes the SAS program SASSearchEngine.sas.  The dynamic data exchange (DDE) allows different applications 
that are open on Windows desktop to share data.  All the input parameters are read by the SAS program from Book1 
into a temporary data set using the DDE.  Since the SAS program is run asynchronously from the remaining Excel 
macro, the Excel screen displays shown to you during the search process are controlled via the DDE by the SAS 
program.  The status of a search in progress is updated by the SAS program and shown to you in a screen display of 
workbook Book1 (See Figure 2).  Since the SAS program reads and writes data from workbook Book1, the name of 
the Excel file containing the original input parameters is never accessed or identified by the SAS program.  Therefore, 
the Excel file can be saved with any name and still use the same SAS program without the necessity to alter the SAS 
program. 
 
The SAS program begins the search by assigning the nickname that you specify for each directory included in the 
search to a LIBNAME.  The SQL dictionary columns table is used to identify all the data sets, variables, and format 
names to use in the search.  Searches are conducted on either character or numeric variables, but not both during a 
single search request.  The FORMAT procedure is used to convert any format catalog to a temporary data set in 
order to search through custom formatted values.  If you specify the search parameter with the phrase “Contains any 
word”, “Contains all words”, “Starts with” etc., the search parameter is converted to a valid  WHERE clause, using the 
_anyvar__ wildcard variable.  The search parameter is applied to each variable in each data set one-by-one, with the 
resulting matches tallied in another temporary data set.  If you request hyperlinks to subset data sets containing only 
matches, the data sets are created after the entire search is completed.  Subset data sets are created by filtering the 
matching observations based on the observation number identified by the automatic variable, _N_ during a data step. 
 
The Output Delivery System (ODS) was used to create the HTML or RTF summary file from the tally of all the 
matches.  If the HTML format is requested, the data set names contained within the summary data set are embedded 
with HTML tags.  For example: 
 

dsname= '<A HREF="c:\sasdata\project1' || compress(dsname) || '.sas7bdat">' || 
compress(dsname) || '</A>'; 

 
When this value is printed in the summary file, you can hyperlink to the named data set by clicking on the value.  
Hyperlinking to data sets from the RTF version of the summary file is processed within REPORT Procedure.  
E.g.  Proc Report includes the following code, 
 

define dsname/display "data set name"; 
 
compute dsname ; 
 href="c:\sasdata\project1" || compress(dsname) || ".sas7bdat";  

call define(_col_, "URL", href); 
endcomp; 

    
Hyperlinking from the first page of each summary table, the table of contents, and vice-versa is done using the code: 
 

ods rtf bookmark “Page_1”; /* define internal bookmark named Page_1 */ 
 

Use Proc Report to display a table of contents, on the page bookmarked with Page_1. 
Define a variable TOPPAGE in a temporary data set, to hyperlink to bookmark “Page_1”. 
 

Toppage='{Go to }{\field {\*\fldinst {HYPERLINK \\l "Page_1"}}{\fldrslt {\cf2 Top 
Page}}}'; 

 
Use Proc Report to display variable TOPPAGE as; 
 

“Go to Top Page”. 
 

at the top of each page starting with page two. 

DISCUSSION 
Query features like FIND and WHERE exist in SAS applications like Display manager, FSVIEW procedure, FSEDIT 
procedure and SAS Viewer. However the starting point for using most feature, rely on you explicitly choosing specific 
data sets and variables by name.  This requirement is impractical when many data sets and/or variables are involved 
or their names are unknown. The FIND feature is capability of scanning for matches to a search parameter across all 
variables of a given data set, jumping for the location of one match to the next. The disadvantage of this tool is that it 
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does not produce a summary of all the matches within the data set. 
 
The Windows operating system (OS) has a file search feature in Windows Explorer, which allows you to identify SAS 
data sets containing a given text (character value).  However, this method has several disadvantages.  The ASCII text 
found within a SAS data set contains the ASCII value for each character variable in each observation, as well as 
elements of the data structure. Therefore, character matches can occur based on text values in the data set labels, 
variable names, labels, and format names.  Also, values for settings associated with CONTENT procedure (e.g. 
engine type, sorted yes/no) are also stored as ASCII text and can result in false positive matches.  Windows Explorer 
can not search for numeric SAS data values, and the summary of matches shown for character value searches 
reveals only the matching data set name, not the variable name or observation number.  A search engine feature fills 
a void in query tools left by current SAS query tools and the Windows OS. 
 
The SAS display manager currently does not have a search engine tool to query multiple variables, data sets and 
directories at a single request.  If such a feature existed, what would it look like and how would it work?  It would make 
sense for it to appear similar to any search feature on internet web pages, a blank space for you to enter a search 
parameter and a "GO" button next to it.  The search would be conducted on all data sets in all the directories that you 
defined under LIBNAME window.  Alternatively, if you had previously drilled down to one specific library, the search 
would be limited to just that directory. A special set of characters can be used to express a wildcard for any variable 
name in the search parameter, similar to _anyvar_.  When the search is completed, a new window would appear with 
the results, allow you to hyperlink to the data sets containing the matches. As an option, it could also hyperlink a 
temporary data set containing only the observations with one or more matches to the search parameter.  This would 
appear similar to a data set shown as a result of using the current WHERE feature in the display manager. 

CONCLUSION 
Throughout development of this application, the common philosophy of simplicity was observed.  Foremost, it should 
be easy to use; no programming knowledge is necessary. If you can surf the web, you can use this application to find 
the SAS data of interest.  The software used to implement this application was kept simply.  This makes installation of 
this application practical on many different Windows-based computer systems based on Windows.  Configuration of 
this application is simply, you only need to define three configuration parameters prior to use.  The process of saving 
search parameters is kept straightforward by renaming the Excel file. 
 
This application was developed with the most widely available software in a SAS Windows environment.  You only 
need SAS/Base and Microsoft Excel and an HTML or RTF browser. 
 
The search engine application is an efficient tool to help guide you to specific areas of interest within many SAS data 
sets.  The application is specifically useful when you do not know or are unsure of which explicit data sets and 
variables to query, or matches to your search parameter can exist in many different locations.  The latter case makes 
this application suitable for use in the topics of exploratory analysis and identification of data discrepancies (e.g. 
invalid dates, misspellings, special characters etc), where matches to a search parameter can exist any where within 
the SAS database. 
 
Knowledge of the database structure is not required to use the search engine.  Without a search engine, significant 
time is required to learn the structure of all data sets involved and perform queries or write SAS programs explicitly 
with each variable name. 
 
The popularity of internet-based search engines has introduced the use of a search engine to the public, making the 
learning curve for using any search engine virtually nonexistent.  This search engine application functions in the same 
basic manner to any Internet search engine outlined in the following steps: 
 

1. Determine your topic of interest 
2. Enter it in as a search parameter 
3. Click on “Start Search” 
4. View a summary of the search results 
5. Click on any item within the summary to view the particular item matching your search parameter 
6. If needed, repeat Steps 1 to 5, and consider using advance search features to narrow in on the matches of 

interest. 
 
Search parameters can be saved as new Excel files and later re-run when more or different data is available, or can 
be re-run on an entirely different set of data sets.  For example, different data discrepancy identifying search 
parameters can exist as Excel files named: Invaliddates.xls, negativevalues.xls, misspellingA.xls. 
 
This search engine application is capable of finding formatted values as well as unformatted values.  It offers an easy 
way for you to express the search parameter from a drop-down menu with phrases such as “Contains all words”, 
“Contains any word”, “Does not contain”, etc.  As an alternative, it also allows you to specify the search parameter in 
the form of a WHERE clause using a wildcard variable, _anyvar_, meaning any variable. The capabilities of this 
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application is enhanced by the powerful array of logical expressions that can be used in a WHERE clause.  This 
allows complex expressions to be used as a search parameter.  Since the WHERE clause in the SAS system is 
familiar to programmers, the learning curve for using it in this application is short.  Starting with SAS version 9,  Perl 
Regular Expressions allowing matches to patterns of text values can be used in the WHERE clause.  For example, 
using the WHERE clause option in this application, the following search parameter will match any telephone number 
contained in any observation of any character variable.  In this case a telephone number is considered to have any 
three numbers, followed by a hyphen, followed by any four numbers. 
 

prxmatch(prxparse(“/\d\d\d\-\d\d\d\d/”), _anyvar_ ) ne 0 
 
With a SAS database search engine, “the power to know” is made available in less time, with less effort, to more 
people, thus increasing overall productivity within any organization. 
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Figure 1 - Schematic Overview of Search Engine Application 
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Figure 2 - Screen Shot of Excel display while a search is being conducted on a data set named STAT in a 
directory nicknamed STUDY1. 
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Figure 3 - A summary of the search results (RTF format) displays matches to unformatted and formatted 
values containing the word “ABNORMAL”.  Clicking on “PHYSEXAM” hyperlinks to a subset of the source 

data set (physexam) based on a match to the formatted value of the variable PHYEXSTA (with an unformatted 
value of 2). 
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